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[bookmark: _Toc297064284][bookmark: _GoBack]Introduction

Parallel computers make it possible to solve real world problems more efficiently when compared with sequential computers. Unfortunately, parallel computers are significantly more difficult to program than sequential computers.  Combining individual processors to form a unified group of processors with distributed memory presents challenges in distributing work across processors and memory.
One can consider two forms of computing, namely HPC (High Performance Computing) and HTC (High Throughput Computing).  HPC is typically configured as a cluster where dedicated resources are used to solve an individual problem.  The processors in the HPC model are often used to solve data-intensive problems.  HTC replaces the dedicated compute nodes [that exist in the HPC model] with nodes that may be primarily purposed as user workstations.  The HTC model works well in environments with underutilized user workstations [4].
Condor operates under the HTC model.  Condor is a software solution that was developed at the University of Wisconsin-Madison to utilize idle cycles on individual workstations.  A Condor flock is a group of such workstations that are associated with a central Condor management node.  The nodes (i.e. workstations) within a Condor flock communicate with a central node to acquire new tasks and report their availability.  When a program is submitted to a central management node, it will be sent to the requested number of nodes within the Condor flock for execution.  Such a program could be split up across many nodes to simulate the notion of parallel processing, although there is no guarantee that the jobs will run simultaneously [4].   
The advantage of HTC is cost, since many environments already have underutilized workstations.  It is much more cost-effective to deploy and maintain Condor on existing workstations than it is to purchase and maintain an HPC cluster.  Unfortunately, Condor will complete data-intensive compute jobs as compute cycles are available, whereas the HPC model is more predictable in terms of compute cycle availability [4].  
From a user’s perspective, a job is submitted to the Condor’s main management node, which then locates the first available node within the flock to process the job.  If an idle node that is selected becomes active, the job is suspended until that node becomes idle again.  If this job doesn’t complete in a specified amount of time, the Condor management node will reassign the job elsewhere [4].
This paper describes how to create an environment that uses Condor across 35 personal computers in Dr. Miller’s lab.  In addition, the analysis of a heuristic solution to a bin packing problem is provided.  Dr. Miller’s lab will be referenced throughout this paper to describe the configuration process of a Condor flock.
[bookmark: _Toc297064285]Planning for Condor
[bookmark: _Toc297064286]Network
One must first examine the network that Condor will be running on and identify any potential problems.  It is recommended that Condor is installed on computers that are connected to a fast, reliable network that provides a path / connects software on each worker node and the main Condor management node.   In the lab, Condor was set up using commodity hardware on reliable switches that were directly linked together without interaction to any outside entities.  In a non-test environment, Condor may not have the luxuries of reliable hardware and connections.  Condor was created with this consideration, and therefore, Condor has excellent error control and correction.
[bookmark: _Toc297064287]Administration
It is recommended that consideration be given to remote administration of the flock for a scenario where the administrator may not have immediate physical access to nodes in the flock.  A possible solution is KVM over IP (Keyboard, Video, Mouse over Internet Protocol), which will enable remote access to connected nodes.  This solution is logical if the Condor network is closed off from the rest of the world.  
The nodes in the lab use CentOS as an operating system, which is a derivative of RedHat Linux.  KVM hardware simulates being in front of a computer physically, meaning that it is operating system independent.  Due to the expense of KVM over IP hardware, the lab uses a second, more cost effective, solution, called SSH (Secure Shell).  SSH is installed on all of the nodes that belong to the flock in the lab.  
Condor can be run on the Windows operating system (which was not implemented in the lab).  If the flock were to have Windows based nodes, a similar utility called Remote Desktop could be used as a remote administration solution (where KVM access may not be present).
Condor runs on top of CentOS Linux in the lab because Linux is generally more stable and reliable than Windows in production environments.  In addition, Linux is typically free, which makes it favorable when compared to the cost of Microsoft Windows that a non-academic entity might incur.
[bookmark: _Toc297064288]Node Distribution
Planning the distribution of the nodes is an important step to preplanning a Condor deployment.  The lab has 35 computers that are purposed for Condor.  One node is tasked as a server that has the necessary services for Condor to manage the flock.  The other nodes are given the role of worker nodes.  Worker nodes run a subset of the Condor software that enables them to run jobs that are submitted to the Condor flock. 
In the lab’s configuration, it would be more difficult to install programs after the initial deployment of the Condor flock for reasons that will become clear later.  During this stage, a list of installed programs (on the worker nodes) is created.  These programs include the operating system, general programming language compilers / runtime environments, and general user applications such as Firefox.   
[bookmark: _Toc297064289]Naming Conventions
A clear, concise naming convention is created for all of the nodes in the lab.  Naming might be as simple as using WNxx where WN stands for Worker Node and xx stands for the number of the node and HN which stands for Head Node.  Having a fully qualified domain name (FQDN) that contains these nodes is highly admirable and will prevent configuration problems further into the implementation.  Note that it may not always be possible to have all the nodes under a single FQDN on a single network.  Condor can be configured for a truly distributed environment by replacing domain names with IP (Internet Protocol) addresses. 
[bookmark: _Toc297064290]Network File System
The lab environment requires that a file storage system be available to every worker node on the flock.  The parallel algorithm (discussed later) requires a central file system to read centralized data from.
One may create a central file system by implementing NFS (Network File System), which is built into CentOS.  This will allow the user and Condor to access the same file system.  In the lab, the head node of Condor serves as the NFS server, containing all files for the lab.  This makes it easy to take backups of the entire file system due to its centralized nature.  For a Windows environment, Windows file sharing and mapped network drives can be used to achieve the same result as NFS.  Additionally, Windows 7 includes support for NFS connectivity.  
Another file system that could be implemented is the Hadoop File System (HDFS) from Apache.  HDFS is a distributed file system meaning that the data on the file system is stored physically on many nodes.  HDFS is specifically designed for supercomputing.
A distributed file system makes sense in many scenarios because central bottlenecks do not exist, and a centralized point of failure does not exist (for most DFS implementations).  Unfortunately, in many scenarios where Condor might be deployed, the file system has to be physically secure.  This means a redundant file system like HDFS may not be an option since files in this file system would be distributed on to the worker nodes (that aren’t secured physically).  The result is that parts of the file system could be accessed by unauthorized parties, possibly by removing the hard drive and using another computer to examine it at a low level.  This is why the flock administrator might elect to use NFS for file storage.
[bookmark: _Toc297064291]Central Authentication
With any distributed computing environment, users normally need access to and use many nodes on a network.  In many such situations, a central authentication mechanism on the network, enable this functionality.  
There are a few options to handle central authentication.  A possible Linux-only solution to this problem is to use NIS (Network Information Services) which, like NFS, is built into most distributions of Linux.  NIS authentication along with NFS support is now built into Windows 7, so if Windows was ever integrated into a Linux based Condor environment, it would be possible to make this work.  It is also possible to use Active Directory in place of NIS, but this would be recommended only on a mostly Windows-based Condor flock [8].
[bookmark: _Toc297064292]Aside: security in NFS/NIS
It should be noted that NIS and NFS are not the most secure solutions for networks.  Files served by NFS may be accessed by malicious machines on the network.  Imagine this scenario: a malicious person with a NFS-capable computer plugs into the network switch and obtains an IP address allowed by NFS. Let us assume that this malicious person wants to view the private NFS file passwords.txt, owned by user joe.  The malicious person simply needs to add a local user account to his computer named joe and login to that new account.  The malicious user can now connect to the NFS share containing passwords.txt with the same permissions that the user joe has to that file.  Note that the malicious user can set any password for the account joe without affecting the above scenario [8].
The easiest solution to this problem is to secure the network and allow only authorized machines onto the network.  This is easily done by using authorization-based firewalls that block network access until appropriate credentials are provided.  In addition, NFS on Linux can deny any root user access (referred to as “root squash” in configuration files), meaning that a malicious user would not be able to gain root (administrator) access to the entire NFS share.  Instead, he would need to gain access to files by impersonating individual user accounts [8].  
If choosing to run NFS / NIS in an environment, it is strongly recommended that the reader takes into consideration the necessary precautions required to keep the network safe from intruders.
[bookmark: _Toc297064293]Backups and ease of cloning the worker nodes
Backup plans should be considered when implementing any system.  In the lab, the head server will be running NFS among many other services that will inevitably make this node the hardest node to recover in the event of a catastrophic failure.  Therefore, a backup script should be constructed to maintain a current backup of all data that this node contains.  Since this node is accessible by all the other nodes, it is likely that the worker nodes will be able to submit any important data to the head node for backup.  
It is possible to make Condor’s management node (the head node in the lab) redundant, but it is important to keep in mind that redundancy is not the same as having a backup.  Imagine that a redundant setup of the central manager was set up and one manager was infected by a virus.  In this scenario, the virus would propagate to the redundant mirrors of the central manager, thus making recovery difficult if not impossible.  A true backup would aid in recovering from a disaster such as this.    
In addition to backups, finding an easy method to clone machines onto other machines is a good way to save time.  Ghost Cast Server by Symantec allows a server to pull an image from a machine on the network and then multicast that image simultaneously out to many machines on the network.  This can cut down the time that it takes to deploy a Condor flock by as much as a thousand fold depending on the machines that are being configured.  Since Ghost Cast works best with DHCP on the network, DHCP should be considered for the network on a temporarily basis to support Ghost Cast.  [13]


[bookmark: _Toc297064294]Preplanning for the project
[bookmark: _Toc297064295]The topology of the lab
The lab is protected by Kirby, which is a firewall that blocks all incoming connections from off-campus IP addresses.  Kirby sends all traffic to a central switch that is installed in the lab.  This switch services several student desktops as well as Magic, an NVidia compute cluster.  

	This diagram provides a visual representation of the current network topology  

A block of public 128.205.x.x IP addresses was offered to complete the Condor configuration in the lab.  Due to the major IP shortage in the world today and the unrealistic use of IP addresses in a corporate setting, a router was installed to perform NAT (Network Address Translation).  This provided the private class C subnet (192.168.0.x) for all the machines on the private network.  The router for this project is gretzky.cse.buffalo.edu and is physically located in the lab.  Gretzky provides an additional service by forwarding ports into the network based on IP addresses.  


[bookmark: _Toc297064296]Node distribution, naming, and remote access
The lab has 35 nodes that were added to the domain: condor.cse.buffalo.edu.  The head node is named “head” while all the worker nodes were named “cxxt” where xx was replaced by a number.  The head node is assigned the IP address 192.168.0.10, which had the external port 1010 forwarded to it through Gretzky.  The worker nodes are assigned an IP address in the range of 192.168.0.11-44, where ports 1011-1044 are forwarded to the respective IP address assignment.  To enable remote access, each node is reachable through SSH via the external, forwarded, port on Gretzky.
[bookmark: _Toc297064297]Aside: Security concerns with remote access
Running SSH on non-standard ports through Gretzky’s NAT may sound secure, but in Linux, the port range of 0-1024 is a privileged port range meaning only root can run services like SSH on these ports.  Since some of the ports that SSH operates on are outside of this range, a normal user could run a malicious SSH program to gain unauthorized access to passwords like the root password (since Gretzky is a trusted machine by the departmental IT staff).  Since the lab is physically and virtually secured, this scheme was not modified.  If this was implemented elsewhere, one might want to use a different port range within 1-1024.  
To help alleviate this issue, root SSH access has been disabled and those who have administrative access to Condor have been notified not to attempt login as root (since an access denied message would display).  Sudo (a way to get to root) is enabled for the IT staff.  If root access were obtained by an unauthorized user, a good backup system allows for an easy restoration process.
[bookmark: _Toc297064298]Condor Communication
It is required that all the nodes in the Condor flock be able to communicate freely with the central manager node without interference by a firewall.  In many cases, this is not always possible.  Therefore, it is recommended that the reader read Flocking condor pools over firewalls [6].  This guide will aid the reader in properly restraining the ports that Condor uses during normal operation, making the firewall configuration easier.  In the lab, all of the machines are protected by Kirby and Gretzky, and all of the nodes are on the same network, so this type of a configuration was omitted from the project.
[bookmark: _Toc297064299]Choosing an operating system
CentOS 5.5 is the operating system used in the lab.  This is the free version of RedHat Enterprise Linux (RHEL), which is a widely used server operating system.  In addition, CentOS has a useful logwatch feature that emails system logs to the root user on a daily schedule when configured properly.  The only place where logwatch might not fit well is on a corporate network where the worker nodes are being used.  Users will likely report any problems to the IT staff, thus eliminating the need for automated log alerts.
[bookmark: _Toc297064300]Implementing the head node
[bookmark: _Toc297064301]Installing the Operating System
Installing CentOS on the head node is straightforward.  The CentOS 5.5 i386 install media is available at http://isoredirect.centos.org/centos/5/isos/i386/.  It is recommended that the i386 DVD version of the installation media is used.  If wsu.edu is an option in the listing, they have the DVD version of the install media along with a few other mirrors (not all the mirrors have the DVD image).
Once the DVD is loaded into the designated head node, the head node will boot into the CentOS graphical installer.  The CentOS installer will request information from the user.  A list of options can be found below, if an option is not listed, it was left as the default option in the lab.  
1. It is recommended that a strong password be entered during the initial setup for the root account (alphanumeric, uppercase, special characters, at least eight characters long).  This password will be needed later.  
2. When the disk partitioning screen appears, a manual partitioning scheme is recommended.  The nodes in this project have 80GB hard drives installed.  On the head node, 25GB is allocated for the root (/) partition, 5GB is allocated for the swap partition, and 40GB+ is allocated for the NFS shared partition (/network on the head node).  
3. After a few more steps, the installer will ask for a domain.  Since the head node in the lab is enabled to send mail, a FQDN must be specified at this step.  The FQDN condor.cse.buffalo.edu was entered on the head node in the lab for this step.  Although this Fully Qualified Domain Name does not exist formally, it could be implemented in the future, and mail will still work as expected (although mail may be marked as spam due to the fake FQDN). 
4. In the lab, IPV6 (Internet Protocol Version 6) is not quite ready to be implemented at this time, so this is completely disabled.
5. The IP address of 192.168.0.10 is assigned to the head node.  
6. Continuing a few steps more, the option screen asking for packages to install should appear. Minimal installations tend to be the easiest to support, so all of the packages are unchecked for later customization.  
7. The final step is to let CentOS 5.5 install.  This takes approximately 30 minutes.
After CentOS installs completely, a configuration prompt will appear.  It is recommended that SELinux and other security related software under the firewall options be disabled at this point since it could conflict with the Condor configuration.  In the lab, the head node is behind a protective firewall, so disabling SELinux is reasonable.  If the reader’s environment poses any threats to the node, it is recommended that the reader leave SELinux enabled so that the reader does not have additional concerns to deal with.
Under services, the following list of services are disabled:
· avahi-daemon
· bluetooth
· cups
· ip6tables
· iptables
· isdn
The login screen will appear after exiting the previous prompt.  As root, the following commands are executed on the head node:
· cd /etc/ssh/
· Edit sshd_conf and change port 22 to 1010 
· (Or whatever port is forwarded from the router to the machine that you are configuring.  In this environment, the port is 1010 for IP 192.168.0.10)
· :wq (write out to the file and quit vim)
· service sshd restart
At this point, the server is up to date.  In addition, some prerequisites for condor can now be installed.  A list of commands that are used in the lab is below.
· yum update -y
· yum install perl-libwww-perl openssh-client gcc gcc-c++ zlib-devel perl-HTML-Parser perl-DBI perl-Net-DNS perl-Digest-SHA1 vim-common vim-enhanced vim-minimal nano zip unzip php-gd patch rpm-build perl-libwww-perl php-cli perl python java ntp ypbind portmap yp-tools nscd ypserv dnsmasq
· yum groupinstall "Development Tools"
· yum upgrade –y 
· (reboot if a kernel update was installed at this time)
Typically, in parallel computing environments, keeping the time synchronized with a central source is recommended.  In larger environments, there is often a timestamp associated with certain types of network traffic, and if the timestamp is old, the request can be thrown out.  In the event that an adversary obtains a valid encrypted request (including a timestamp) and sends it at a later date (to gain unauthorized access to a system), that request would be ignored.  If the time is incorrect on a system in a networked environment, it could potentially throw out valid requests with current timestamps due to an incorrect local time.


Below are some steps to configure a time synchronization daemon.
· Edit /etc/ntp.conf
· In this environment, the timeservers are as follows:
· (tick|tock|ticktock).cse.buffalo.edu
· To enable these timeservers, remove the following lines from the ntp.conf configuration file:
· server 0.centos.pool.ntp.org
· server 1.centos.pool.ntp.org
· server 2.centos.pool.ntp.org
· Add the following lines in the same general area where the previous lines were removed:
· server tick.cse.buffalo.edu
· restrict tick.cse.buffalo.edu mask 255.255.255.255 nomodify notrap noquery
· write and quit “:wq”
· chkconfig ntpd on (enable the time sync service)
As a final step to the operating system base configuration, it is recommended that the command “updatedb” is run as root.  This command updates a file index maintained by CentOS enabling the command locate.  A reboot is recommended at this point, although it is not necessary.
[bookmark: _Toc297064302]Configuring Sendmail
Sendmail is configured so that users can receive automated notices from Condor relating to the status of their jobs.  Since all the computers within the lab are able to send mail individually, there is no need to configure the head node any differently from the worker nodes.  An improvement in the future might be to configure the head node to be a central mail management server.  
Kirby allows outbound SMTP access to the on-campus mail servers, meaning only outgoing mail to @buffalo.edu addresses is allowed.  The configuration included acknowledges that any mail to a non-@buffalo.edu email address will fail to be delivered.  
Note that the aliases file and some other files have permissions changed on them.  Although there is no need to edit these files, the proper permissions should be set appropriately.
Here is the procedure that is used on the head node:
· cd /etc/mail
· Edit the file local-host-names and have it read: “condor.cse.buffalo.edu”
· Edit sendmail.mc and make it look like sendmail.mc in Appendix A 
· m4 sendmail.mc>sendmail.cf (compile the sendmail configuration)
· /usr/sbin/makemap hash /etc/aliases.db < /etc/aliases (compile the aliases file)
· cd /etc
· chgrp smmsp aliases
· chgrp smmsp aliases.db
· chown root aliases
· chown root aliases.db
· chmod 640 aliases
· chmod 640 aliases.db
· service sendmail start (should show ok if everything went well)
· Chkconfig sendmail on
[bookmark: _Toc297064303]DNS and DHCP server with DNSMasq
The head node in the lab is ready to begin serving DNS (and DHCP) queries.  To get these two vital services running on the network, DNSMasq was implemented.  DNSMasq is an all in one server that handles both functions with relative ease.  In a bigger corporate environment, it might be wise to configure bind (Berkley’s name server) and another DHCP server individually since DNSMasq was made for home users.
The procedure to configure DNSMasq is as follows:
· edit /etc/dnsmasq.conf, the file is posted in Appendix A
· edit /etc/hosts and denote all of the nodes on the network.  A sample is in Appendix A.
· edit /etc/resolvglobal.conf and add two nameservers that are available to the network
· nameserver 128.205.32.8
· nameserver 128.205.32.12
· Verify that that the directory /etc/dnsmasq.d is empty
· chkconfig dnsmasq on
· service dnsmasq start
[bookmark: _Toc297064304]NFS and NIS
At this point, a fully functional DNS, DHCP, and Email server run on the head node.  The next step is to get network authentication (central login) and file sharing operational.  For this task, NFS and NIS is configured.  NIS requires a domain to be specified, “MFLOCK” is chosen [8, 11].  
The first file to edit is /etc/sysconfig/network.  The last three lines and the hostname (as shown in Appendix A) are the most important lines to add to this file since they define the DNS domain and NIS arguments.  The last 2 arguments force NIS to listen on specific ports, which then can be allowed through a firewall easily.  IPV6 is disabled in the operating system installation so it should remain disabled within this file as well.
The next file to edit is /etc/yp.conf.  This file contains a single line: “domain MFLOCK server 127.0.0.1” on the head node in the lab.
· Edit /etc/nsswitch.conf
· The node will use NIS for authentication, therefore the following is modified:
passwd:     files nis
shadow:     files nis
group:      files nis

· Edit /etc/ypserv.conf and make it look like the file in Appendix A.
· Edit /usr/share/doc/ypserv-2.19/securenets.  This file secures NIS and allows the server to respond to only the networks listed.  The file on the head node contains:
255.0.0.0       127.0.0.0
255.255.255.0   192.168.0.0 #allow the internal condor network

· Edit /var/yp/nicknames and make it look like the file in appendix A.
· With all the necessary modifications made, NIS needs to be started as the root user.  The commands used were:
· nisdomainname MFLOCK
· service portmap restart
· service yppasswdd start
· service ypserv start
· /usr/lib/yp/ypinit -m
· make -C /var/yp
· service ypbind start
· As a test, the following can be tried:
· /usr/sbin/rpcinfo -u localhost ypbind
· If NIS is correctly configured, it should display
· program 100007 version 1 ready and waiting
· program 100007 version 2 ready and waiting
NFS is the next logical configuration task.  The procedure below is used:
Edit /etc/exports.  The line “/network 192.168.0.0/255.255.255.0 (rw,root_squash,secure)” is added to this file.  In the parentheses, rw means grant read and write access to the mount, root_squash means that any user named root cannot have access to this mount, even if the user is legitimate.  The last parameter, secure, means that NFS uses ports 0-1024 exclusively for file sharing.   The port range 1-1024 is a privileged port range on Linux and only the super user can use these ports [8, 11].
The line: “portmap: 192.168.0.0/255.255.255.0” is appended to /etc/hosts.allow.  In addition, the line “portmap : ALL” is appended to /etc/hosts.deny. The previous modifications ensure that only local machines on the network have access to the file system mounted on the head node.  
· The following two commands are executed to make /network accessible via the network:
· service nfs start
· service portmap restart
· Finally, all the NIS / NFS services are set to automatically start on boot.
· chkconfig portmap on
· chkconfig nfs on
· chkconfig ypbind on
· chkconfig ypserv on
· chkconfig yppasswd on
[bookmark: _Toc297064305]Automatic Updates and Cron Jobs
Cron Jobs in Linux run on a regular basis as specified by the user (or administrator) of a machine.  These jobs can range from simply updating a Linux computer on a daily basis to cleaning out temporary directories on a monthly basis.  All of the installed software programs (including Condor) on the 35 nodes in the lab are kept current using Cron.
At the current stage, NIS is providing user password synchronization across the network, but each machine still will allow a user to login using a cached password that is stored locally.  This means that if a user’s password is changed locally on a single node (other than on the NIS server node), the rest of the machines do not see the change.  The root user is an example of this since in the current configuration, root can login, even without network access.  To ensure that root’s password is synchronized across the network, a cron job can be configured to synchronize the root password of the head node to the rest of the worker nodes. 
Before implementing the password synchronization cron job in the lab, one modification must be made to the head node.  A user called gdm must be added on the head node.  This is because in the lab, some of the nodes have gnome installed (a graphical desktop environment similar to Macintosh OSX).  Gnome requires that the user gdm be present, otherwise it will not start.  Therefore, the command “useradd gdm” is run on the head node to prevent this problem, even though gnome is not installed on the head node. In addition to preparing the password synchronization cron job, all of the users have been notified to only change their password on the head node.
With gdm added to the head node, the following commands are executed on the head node to generate several scripts for various update and password synchronization activities.  The scripts below are specific to the head node.  The worker nodes implement different scripts that will be explained later.
· cd /network
· mkdir scripts
· chmod 755 scripts
· cd scripts
· create a file called autoworker with the following content:
#!/bin/sh
yum update -y
yum upgrade –y

· chmod 700 autoworker
· cd /root
· create a file called passwdsync.sh with the following text:
#!/bin/sh
cp /etc/passwd /network/scripts/passwd
cp /etc/shadow /network/scripts/shadow
cp /etc/group /network/scripts/group

· chmod 700 passwdsync.sh
· create a file called head with the permissions 700 that contains the following:
#!/bin/sh
yum update -y
yum upgrade –y

· Edit the crontab for root “crontab –e”, it should look something like:
MAILTO=""
2 0 * * * /root/backup.sh
0 * * * * /root/passwdsync.sh
0 2 * * * /network/scripts/head


The above procedure creates several files that act as cron job scripts.  The file, autoworker, will run daily on each worker node that is configured to obtain and run the script.  The file, passwdsync.sh, is designed to run hourly.  It will copy the password data over to a secure location where each worker node (that is authorized) can download the password information securely.  The crontab command allows a user to modify their own cron jobs.  The MAILTO statement at the top suppresses email notifications that a cron job successfully ran.  This prevents unnecessary email from being sent.  
The above files help make the maintenance process simpler on all of the nodes within the lab.  However, note that updates to the kernel require a reboot.  Because of this, it is recommended that a reboot command (reboot) is issued on a monthly basis using the autoworker script.
[bookmark: _Toc297064306]Installing Condor
At this stage, the head node is ready for the Condor installation.  Since this project is using CentOS 5.5 i386, the i386 build of Condor is used.  Condor has an rpm (an installation package for CentOS) precompiled for Condor that can save a significant amount of time compared to compiling Condor from scratch.  The reader can get the latest installers of Condor from the following site: http://www.cs.wisc.edu/condor/downloads-v2/download.pl
After downloading the i386 rpm, the installation command that is run is 
“rpm -ivh condor-7.4.2-linux-x86-rhel5-1.i386.rpm”.  After the installation, the following file is edited: /opt/condor-7.4.2/etc/condor_config.  This is available in Appendix B.  Condor is a complex tool and therefore has a fairly complex configuration file.  Appendix B includes the configuration file with most of the comments about the options removed.  If the reader would like to read about what all the options do, it is recommended that the reader visit the Condor manual, which is available at http://www.cs.wisc.edu/condor/manual/index.html.
The condor_config file in Appendix B is the global condor configuration file that is meant to be placed on all the nodes.  There is also a local configuration file meant for individual nodes.  For the purposes of this project, the head node has a slightly different configuration file from the rest since it needs to run the Condor management software.  In order for Condor to function, the local configuration file needs to be in a directory local.hostname where hostname is the node’s name (eg. /opt/condor-7.4.2/local.head/condor_config.local).  The contents of the head node’s local configuration file can be found in Appendix C.  Note all the commented out SEC directives in the local configuration file posted.  Windows requires that these directives be specified and they have been left for the reader’s benefit [4].  
Finally, Condor must be configured to run on the head node.  Below is the procedure for the head node:
· Useradd condor
· sh /opt/condor-7.4.2/condor.sh
· A pool password needs to be configured to ensure Windows compatibility.  The condor_store_cred command requires a specific password to be entered.  It is recommended that a unique, strong password be used and remembered.  In the event that the password is lost, the pool_password file that results can be copied over to the nodes that require it with no requirements of knowing the original password.
· cd /opt/condor-7.4.2/local.HOSTNAME/   Where HOSTNAME is the node’s name
· condor_store_cred -f pool_password

· Edit /etc/profile.d/condor.sh and it should look like the following:
# The script should be sourced by /bin/sh or similar
CONDOR_CONFIG="/opt/condor-7.4.2/etc/condor_config"
export CONDOR_CONFIG
PATH="/opt/condor-7.4.2/bin:/opt/condor-7.4.2/sbin:$PATH"
export PATH
CONDOR_ROOT=/opt/condor-7.4.2

Setup the condor startup script by creating the file /etc/init.d/condor, which is posted in Appendix A.  The permissions on this script should be set to 755.  
· ln -s /etc/init.d/condor /etc/rc5.d/S100condor
· ln -s /etc/init.d/condor /etc/rc5.d/K100condor
· chown -Rf condor /opt/condor-7.4.2/
· service condor start
· chkconfig condor on
At this point, Condor is ready to function on the head node [3].  
[bookmark: _Toc297064307]Backups
An SH script is provided in Appendix A that will back up all of the important data that is on the head node in the lab to the /backup directory that was previously created.  From this point, the script runs rsync, a utility that backs up data.  Rsync transfers the data backup to a remote server using public key encryption (PKE).  PKI allows the backup process without an administrator entering a password to access the remote system that holds onto the backup.
To generate an SSH key to allow for access to a remote node without a password, it is recommended that the following procedure be used:
· ssh-keygen –t rsa
· Accept all the defaults
· cd  ~/.ssh
· The id_rsa file is the public key, add all the text in this file to the authorized_keys2 file in the .ssh directory of the user on the remote computer that you wish to SSH to.  Once this is done, rsync, scp, and ssh will no longer require a password to login to that remote system provided the local user is the same.
[bookmark: _Toc297064308]Additional Information
To access the status of the Condor Flock, the command “condor_status” is useful.  This command can be run by any user that is logged into a node on the Condor flock.
The useradd command is used to create users on a system.  In the lab, this command should be run on the head node.  
A user is added to the lab’s Condor flock through the head node.  First, root can create a new directory in /network consisting of the new username, and then execute the useradd command.  The command to add a user pjm35 is “useradd –d /network/pjm35 pjm35”.  The password for the new user can be set by the passwd command.  
On the lab machines, the Message of the day was set to the following by modifying the file /etc/motd :
You are logging into head.condor.cse.buffalo.edu...

This system is monitored for unauthorized usage and abuse.

Please report any problems to pjm35@buffalo.edu

Hostname:                   head.condor.cse.buffalo.edu
Operating System:      CentOS Linux 5 (32-bit)
System Use:                 Dr. Miller's Condor Flock - Phil's Install


[bookmark: _Toc297064309]Configuring worker nodes
[bookmark: _Toc297064310]Installing the Operating System
The worker node will be installed with a subset of the software chosen for the head node.  In the lab, Symantec Ghost Cast is used to clone a configured worker node to all other nodes.  The reader’s environment may be different and may call for a different process, although most of the process will be similar [13].
CentOS is installed using the same procedure used for the head node, with a few minor revisions.  The disk layout for the worker nodes is changed to 60GB allocated to the root (/) partition and 20GB allocated for swap space.  In addition, each worker node is given an appropriate name (following the CxxT convention as discussed in the Naming Conventions section).  This node is given the name of the first node (c01t) in the domain condor.cse.buffalo.edu.  The IP address of this node is set to 192.168.0.11 to conform to the naming scheme discussed in an earlier section.  On the package selection screen, all the defaults (including gnome) are accepted, and CentOS was installed.  
After CentOS installed, the SSH port is changed to port 1011 to conform to the naming scheme as above.  In addition, the command “yum update” is executed along with the following yum command to install some default packages.  The packages are slightly different from the head node because the worker node provides a subset of the services provided by the head node.
yum install perl-libwww-perl openssh-client gcc gcc-c++ zlib-devel perl-HTML-Parser perl-DBI perl-Net-DNS perl-Digest-SHA1 vim-common vim-enhanced vim-minimal nano zip unzip php-gd patch rpm-build perl-libwww-perl php-cli perl python java ntp ypbind portmap yp-tools nscd
Sendmail is also installed on the worker node for this project.  The process is identical to that described for the head node.
[bookmark: _Toc297064311]Configuring NFS and NIS Access
The worker nodes are configured to access the central file system and authentication provided by the head node.  The network domain name was MFlock as chosen in a previous section of this report.  NIS is implemented first.  The information below was used in conjunction with the information provided by Greg Ippolito [8] and Scott Sanders [11].
The file /etc/sysconfig/network is the first file to edit to enable NIS.  Three lines need to be added / modified in this file for the first node. 
 NETWORKING=yes
HOSTNAME= c01t.condor.cse.buffalo.edu
NISDOMAIN=MFLOCK

As an aside, if one were to configure several nodes with the same hostname in the file /etc/sysconfig/network, a race condition forms when several nodes request access to the file system simultaneously.  The result is that only one node will be successful in gaining access to the file system.  As an example, if the same cron job were to execute simultaneously on several nodes that accessed the /network file system, with the same hostname specified; only one node will receive access.

The next file to be modified is /etc/yp.conf.  A single line is added to this file: “Domain MFLOCK server 192.168.0.10”.  This line should explain itself to the reader given explanations used in the previous sections.
CentOS is configured to use NIS for login credential verification.  To enable this, /etc/nsswitch.conf is modified so that the following three lines below have “nis” added to the end of them.
passwd:     files nis
shadow:     files nis
group:      files nis

As root, the following commands are executed in sequence to finalize the NIS configuration.
nisdomainname MFLOCK 
Service portmap restart
Service ypbind restart
Service nscd restart
Chkconfig portmap on
Chkconfig ypbind on
Chkconfig nscd on

As a verification that all the NIS services are running, the following command returns output similar to what is below.
[root@c01t /]# /usr/sbin/rpcinfo -u localhost ypbind
· program 100007 version 1 ready and waiting
· program 100007 version 2 ready and waiting
Some configuration steps are needed to mount the network drive.  The procedure begins by creating an empty directory “/network” by issuing the following command as root “mkdir /network”.  Then the file /etc/fstab is modified to contain the following line:
head:/network           /network                nfs     rw,hard,intr    0 0
At this point, the worker node should be rebooted.  Upon the reboot, the /network drive should contain what is on the NIS server mount.  
[bookmark: _Toc297064312]Automatic Updates and Password Synchronization with the head node
The worker nodes in the lab are not physically set up in such a way that users can access these nodes on a daily basis.  The room and monitors do not exist to make this possible.  Therefore, automatic updates are enabled.  This is accomplished by using cron jobs.  In addition, the logwatch feature of CentOS is discussed in this section.
For automatic updates to function, a secure method to transfer and execute the scripts from the central file system is required.  Recalling that root does not have access to the network file system through NFS and root is the user performing the updates, using NFS is not an option.  The recommended workaround is to use SCP (secure copy) in conjunction with public/private SSH keys to transfer the scripts securely through a secure tunnel.  The reason the public / private key system is chosen for the worker node is because the process should occur automatically, and SCP (like SSH) requires a password at login time unless a previously configured key was set up to enable password-less logins.  
To begin implementing a key-based login system, a central authorized access key is placed onto the head node under the root account (so that root can access the scripts).  Each child node’s root account then contains the inverse key that allows them to authenticate to the head node as root without a password.  Once the keys are in place, a cron job that runs as root downloads the centralized update script from the head node, and then proceeds to execute that script.  In this implementation, there are two automated scripts that run, a daily script that performs updates and miscellaneous tasks as specified on the head node’s copy of the script; and another script that runs hourly to copy the latest password files from the head node’s repository of the latest password files.  Below is the specific procedure for doing this.
As root on the worker node, a file /root/daily is created with permissions of 700 (as root).  It contains the following text:
#!/bin/sh
cd /root
scp root@head:/network/scripts/autoworker autoworker
chmod 700 autoworker
sh autoworker
rm autoworker

A second file called /root/hourly is created with permissions of 700 (as root).  This file contains the following:
#!/bin/sh
cd /root
scp root@head:/network/scripts/passwd /etc/passwd
scp root@head:/network/scripts/group /etc/group
scp root@head:/network/scripts/shadow /etc/shadow

The worker’s root crontab is modified (using “crontab –e”) to read:
MAILTO=""
54 * * * * /root/hourly
4 21 * * * /root/daily

The initial portion of the cron job line has five reserved spaces.  The values are ordered by minute, hour, day, week, and month.  For example, the hourly job above runs at 54 minutes on every hour of every day, of every week, of every month.  It is recommended that the runtime of the cron jobs on each worker node are randomized so that the head node is not bombarded by a large number of file requests simultaneously.
[bookmark: _Toc297064313]Installing Condor on the worker node
The process for installing Condor is identical to the Condor setup on the head node with one minor difference discussed in this section.  Condor looks at the directory local.hostname as discussed during the Condor implementation on the head node.  This is the only directory that needs to be altered in order for Condor to function properly.  In addition, after running the Symantec Ghost Cast in this project, these directories have to be renamed for each individual worker node to conform to the naming conventions of each worker node.  The only file in this directory that is altered is /opt/condor-7.4.2/local.c01t/condor_config.local, and this file can be found in Appendix C.
[bookmark: _Toc297064314]Ghost Cast Comments
At this point, the worker node configuration has been completed. However, some files and settings are changed after running the Ghost Cast.  Each node is renamed accordingly and is given a new statically assigned IP Address.  This is done by editing the following files and directories and then rebooting each worker node.  
· /etc/sysconfig/network (modify the hostname)
· /etc/sysconfig/network-scripts/eth0 (modify the IP)
· /etc/hosts (modify the hostname and IP)
· /etc/motd (modify the message if required)
· /opt/condor-7.4.2/local.c01t (rename the directory)
· Crontab –e (modify the cron job time)

[bookmark: _Toc297064315]The 2-Dimensional Bin Packing Problem
[bookmark: _Toc297064316]Definition
The Bin Packing Problem is defined by Garey and Johnson [7] as follows: 
Given a finite set of U = {u1, u2, …, un} items and a rational size s(u) ϵ [0, 1] for each item u ϵ U, find a partition of U into disjoining subsets {U1, U2, … , Uk} such that k is as small as possible.
The 2-Dimensinal Bin Packing Problem is defined here as a sub-problem of the previously defined Bin Packing Problem.  The items in the finite set U are 2-dimensional rectangles, each having a rational width and height (each bounded by 0 and 50) [12].
[bookmark: _Toc297064317]The first fit algorithm
The Bin Packing Problem is NP-Hard, therefore an approximation algorithm is implemented for the problem.  The algorithm chosen is the first fit algorithm presented by Garey and Johnson.  In this approach, the first available rectangle is taken and placed in the first available bin that can accommodate it.  Each rectangle may be rotated 90 degrees in the first fit approach prior to being inserted into a bin.  The first fit algorithm presented in this paper defines the height of each bin to be equal to the greatest side length in the set of input rectangles.  Every bin is as wide as the greatest width of any rectangle that is placed inside.  Figure 1 below provides a visualization of five random rectangles (on the left) placed into four imaginary bins (on the right) by the first fit algorithm implementation in this paper [12]. 
[image: Macintosh HD:Users:phil:Desktop:mast:BOXES.png]
Figure 1- packing five rectangles into four imaginary bins
It is noted that rectangles may not always fit perfectly into a bin when the first fit algorithm is used.  Looking at Figure 1, rectangle 3 is narrower than rectangle 4, which means that unused space exists between rectangle 3 and the bin.  Additionally, there will be bins that have unused space on top [12].
[bookmark: _Toc297064318]A sequential implementation of the first fit algorithm
The C++ programming language is used for the first fit algorithm included in Appendix D.  It is noted that C++ is chosen for its support of objects, which is helpful in representing 2-Dimensional rectangles on computers.  It is noted that any programming language could be used to implement the first fit algorithm. 
The execution of the sequential algorithm can occur on a stand-alone machine or as a Condor flock submission.  If submitted to the Condor flock, this algorithm will use a single worker node to execute the algorithm in its entirety [4].
The sequential implementation of the first fit algorithm (presented in this paper) automatically generates a specified number of rectangles that is defined in the variable NUM_OF_RECTANGLES.  The maximum width and height of these generated rectangles cannot exceed the value defined in another variable, MAX_RECTANGLE_SIDE [12].
As mentioned previously, both the parallel and sequential C++ code implementation of the first fit algorithm (in this paper) represents the rectangles as objects.  Each instance of a rectangle object (in the included code) has several properties including a height, a width, a unique identifier number, the bin number that it is placed in, and an orientation.  The orientation holds a value of 0 (if the rectangle is not rotated) or the value of 1 (if the rectangle is rotated 90 degrees).  
Finally, the pseudo code that correlates to the code presented in Appendix D is as follows:
1. Generate the required amount of rectangles
2. While there is an unplaced rectangle
a. Take the rectangle
i. If this rectangle’s height > width, rotate the rectangle 90 degrees
b. Begin timing the code for algorithm runtime purposes
c. Iterate through the existing bins to place the rectangle
i. if current bin height + current rectangle height < maximum bin height
1. place the rectangle in this bin and update the bin’s width
2. if the rectangle’s width < bin’s width
a. update the bin’s width
ii. else
1. if there are more bins to iterate through
a. continue iterating through the bins
2. if there are no bins left to iterate through
a. create a new bin and place this rectangle in it
b. set the bin’s width to the rectangle’s width
d. end timing the code
e. print out the optimized placement for all the rectangles
[bookmark: _Toc297064319]A parallel implementation of the first fit algorithm
Let us consider a parallel algorithm implementation that approximates the 2-dimensional bin packing problem.  The parallel implementation of the first fit algorithm is presented in Appendix F.
The code in Appendix F is modified from the sequential version (Appendix D) slightly to better conform to the High Throughput Computing model.  The parallel algorithm implementation (in Appendix F) does not generate rectangles during execution.  Instead, it reads in rectangle data from specified files based on a command line parameter passed into parallel algorithm implementation.  The specified input files to our parallel algorithm implementation (Appendix F) must be divided equally in advance, with each file representing a single Condor worker node job.  If we wish to submit 100 parallel jobs to Condor, we must create 100 separate rectangle data files.  The generation of the rectangle data files for Condor is explained in the file creator program section below [4].
[bookmark: _Toc297064320]Submitting a job to Condor
Condor requires a submission file to send any job to the flock.  The format of the submit file (e.g. pack.sub) may resemble the following [4]:
Universe = standard
Executable = pack
Output = pack.out
Log = pack.log
arguments = 11
Requirements = ( Memory > 0 && TotalMemory >= (512) )
Notification = Never
queue

The submission file requires several parameters that are shown above.  It is noted that the standard universe in Condor is used when the executable was compiled using the command “condor_compile”.  Condor_compile enables certain Condor specific libraries that allow Condor to track the status of a specific job.  The requirements directive ensures that Condor will not run this job on a worker node that does not meet the minimum requirements specified.  The notification line can suppress notification emails to the submitter [4].
[bookmark: _Toc297064321]A file creator program
A file creator program has been created that generates several random rectangles based on command line arguments that are passed to it.  This program automates the creation of the rectangle input data and the necessary Condor submission files.  The file creator program is run as a normal (non-Condor) application via the command line.
The file creator program accepts three parameters that are explained below.
1. The number of rectangles optimized on each Condor worker node.
2. The longest allowable size for a given rectangle.
3. The number of Condor jobs that are created.
The pseudo code for the file creator program is as follows:
1. Create a directory called rdata in the present working directory
2. While a new submission file needs to be created
a. Create a new submission file for Condor and a rectangle data file
b. Place the total number of rectangles in the file on the first line
c. Place the maximum rectangle side length on the second line
d. While more rectangles can be placed into the file
i. Randomly make a rectangle based on the maximum side length passed in
ii. Insert the rectangle information onto a new line of the file
e. Create a submit directory and place the rdata folder into it
f. Create the required Condor submission files in the submit directory
g. Place the compiled parallel algorithm implementation into the submit directory
In most practical applications of the 2-dimensional bin packing algorithm, the exact sizes of the rectangles are known in advance.  Therefore, it is possible to put the known data into the files manually.  The file creator program can be found in Appendix E.
As an aside, the parallel algorithm in Appendix F reads files in from a central file system.  This can be thought of as a bottleneck since all of the rectangle data remains on a single point of failure in the lab (the head node).  A potential future improvement would be to implement the Hadoop Distributed File System (or any distributed file system).  In a distributed file system, no single point of failure exists since the data exists in multiple locations simultaneously.  This could potentially expedite access to the initial rectangle data.  This also lowers the risk of race conditions that can result from simultaneous access to the files stored on a single node.
[bookmark: _Toc297064322]Submitting the jobs
In the lab, there are 34 worker nodes, which require 34 individual file submissions.  To accomplish this in an expedited manner, an automated job submission script was created.  This submission script is placed in the same directory as the file creator program and then executed from the command line directly.  The script is as follows:
#!/bin/bash
cd submit
FILES=pack*.sub
for f in $FILES
do
  echo "Submitting job $f to the flock"
  condor_submit $f
done
cd ..
[bookmark: _Toc297064323]Results
[bookmark: _Toc297064324]Asymptotic Analysis
The runtime for the sequential and parallel algorithm is O(n*m), where n is the number of rectangles, and m is the final number of bins used.  The algorithm itself takes a divide and conquer approach, meaning that the algorithm takes O(n*m) on each worker node using the same algorithmic steps on each worker node in parallel.  
The first fit algorithm that is described in this paper creates n rectangles in memory from the input data by reading a file into the worker node’s local memory, this terminates in ϴ(n) time.  The algorithm then loops through the n rectangles that were created in the worker node’s local memory.  For each rectangle in the set of n rectangles, the algorithm determines the bin m that the rectangle will fit in.  The number of bins increases each time a given rectangle does not fit in any previously created bin.  Determining if a rectangle will fit in a bin is accomplished in constant time.  In the worst case, this portion of the algorithm will take O(n*m) time to place a rectangle in a bin, where n is the number of rectangles, and m is the final number of bins used.  The total cost of the parallel algorithm is ϴ(n/p) where n is the number of rectangles and p is the total number of processors.
[bookmark: _Toc297064325]Getting the results: Parallel vs. Sequential
There are 34 worker nodes on the flock.  340,000 (a multiple of 34) rectangles were chosen as the dataset size to run on the Condor Flock.  In our parallel algorithm implementation, each node will approximate the solution of the 2-dimensional bin-packing problem of 10,000 rectangles.  Given the runtime of the algorithm, the time to compute larger numbers will take significantly longer.  Due to this, the number was kept fairly low.
Although the sequential code and parallel code are two distinct entities that aren’t comparable (due to the different architectures), it remains interesting to see the difference in actual running time for the algorithms to complete on a similar data set.  The sequential algorithm that doesn’t initially sort the data was placed into a Condor submission script and executed on a single worker node of the flock.  The results were placed in a file called “pack.out”.  Since the same dataset would be required to do the desired comparison, A prototype program was written in PHP to parse the output file from the sequential algorithm into input for the parallel algorithm.  A copy of this script can be found in Appendix G.  The parallel algorithm was then executed on the dataset (340,000 rectangles, maximum side length of 50).  
Tabulating the data from the parallel algorithm output data was not a part of the original algorithm design.  Therefore, a program in C was created to tabulate the results of the parallel algorithm.  This program expects that output files named packX.out (where X is a number) exist in the submit directory.  From these files, the tabulation program combines the data and prints the final results.  The output is similar to what the sequential algorithm outputs.  The data tabulation program has been included in Appendix H.
[bookmark: _Toc297064326]Actual Results using 340,000 rectangles
The results that are presented below are from the best sequential versus the best parallel algorithms for the 2-dimensional bin packing problem algorithm run in the lab.  
Sequential Algorithm: 
Bins: 37942
Width: 1700992
Height: 50
Area: 85049600
Time (seconds): 5399.444729

Parallel Algorithm:
Bins: 42118
Width: 1868356 
Height: 50 
Area: 93417800 
Time (Seconds): 6.665628



Figure 2 – Comparison of the resulting bin size on a constant data set when optimizing 340,000
rectangles sequentially versus 10,000 rectangles across 34 nodes in parallel.

Figure 3 – Comparison of the resulting total area on a constant data set when optimizing 340,000
rectangles sequentially versus 10,000 rectangles across 34 nodes in parallel.



Figure 4 – Comparison of the final runtime (seconds) on a constant data set when optimizing 340,000
rectangles sequentially versus 10,000 rectangles across 34 nodes in parallel.
[bookmark: _Toc297064327]Conclusion
From installing workstations, to planning user access to a system, system administration can be a challenging task. Condor is a powerful solution to High Throughput Computing because it provides a means of running programs in parallel without requiring all of the nodes to be dedicated solely to the Condor flock.  
		Version 29  
As shown in the results for the parallel packing algorithm, 34 nodes connected via Condor were used to quickly compute a reasonable approximation to the previously defined bin packing problem as compared to running the algorithm on a single computer.  From the results in this report, using a parallelized approach to approximating the 2-dimensional bin-packing problem makes it possible to arrive at an approximation more quickly than using a sequential approach.  The tradeoff for the actual time saved running the parallelized algorithm is that the final arrangement is slightly worse than what the sequential algorithm would produce.
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[bookmark: _Toc297064330]/etc/mail/sendmail.mc
include(`/usr/share/sendmail-cf/m4/cf.m4')dnl
OSTYPE(linux)dnl
define(`confTO_CONNECT', `1m')dnl
define(`confDONT_PROBE_INTERFACES', `True')dnl
define(`PROCMAIL_MAILER_PATH', `/usr/bin/procmail')dnl
define(`ALIAS_FILE', `/etc/aliases')dnl
define(`STATUS_FILE', `/var/log/mail/statistics')dnl
define(`UUCP_MAILER_MAX', `2000000')dnl
define(`confPRIVACY_FLAGS', `authwarnings,novrfy,noexpn,restrictqrun')dnl
define(`confAUTH_OPTIONS', `A')dnl
FEATURE(local_procmail, `', `procmail -t -Y -a $h -d $u')dnl
FEATURE(`mailertable', `hash -o /etc/mail/mailertable.db')dnl
FEATURE(`virtusertable', `hash -o /etc/mail/virtusertable.db')dnl
LOCAL_DOMAIN(`condor.cse.buffalo.edu')dnl
EXPOSED_USER(`root')dnl
DAEMON_OPTIONS(`Port=smtp, Name=MTA')dnl
DOMAIN(generic)dnl
MAILER(smtp)dnl
MAILER(procmail)dnl
[bookmark: _Toc297064331]/etc/dnsmasq.conf
resolv-file=/etc/resolvglobal.conf
local=/condor.cse.buffalo.edu/
interface=eth0
#no-dhcp-interface=eth0 #when uncommented, dhcp will be disabled
domain=condor.cse.buffalo.edu
dhcp-range=192.168.0.150,192.168.0.187,255.255.255.0,12h
dhcp-option=option:router,192.168.0.1
dhcp-option=option:ntp-server,128.205.32.2
dhcp-option=option:dns-server,192.168.0.10
log-queries
log-dhcp
conf-dir=/etc/dnsmasq.d


[bookmark: _Toc297064332]/etc/hosts
# Do not remove the following line, or various programs
# that require network functionality will fail.
127.0.0.1       localhost
192.168.0.10    condor.cse.buffalo.edu
192.168.0.10    head.condor.cse.buffalo.edu head
192.168.0.11    c01t.condor.cse.buffalo.edu c01t
192.168.0.12    c02t.condor.cse.buffalo.edu c02t
192.168.0.13    c03t.condor.cse.buffalo.edu c03t
192.168.0.14    c04t.condor.cse.buffalo.edu c04t
192.168.0.15    c05t.condor.cse.buffalo.edu c05t
192.168.0.16    c06t.condor.cse.buffalo.edu c06t
192.168.0.17    c07t.condor.cse.buffalo.edu c07t
192.168.0.18    c08t.condor.cse.buffalo.edu c08t
192.168.0.19    c09t.condor.cse.buffalo.edu c09t
192.168.0.20    c10t.condor.cse.buffalo.edu c10t
192.168.0.21    c11t.condor.cse.buffalo.edu c11t
192.168.0.22    c12t.condor.cse.buffalo.edu c12t
192.168.0.23    c13t.condor.cse.buffalo.edu c13t
192.168.0.24    c14t.condor.cse.buffalo.edu c14t
192.168.0.25    c15t.condor.cse.buffalo.edu c15t
192.168.0.26    c16t.condor.cse.buffalo.edu c16t
192.168.0.27    c17t.condor.cse.buffalo.edu c17t
192.168.0.28    c18t.condor.cse.buffalo.edu c18t
192.168.0.29    c19t.condor.cse.buffalo.edu c19t
192.168.0.30    c20t.condor.cse.buffalo.edu c20t
192.168.0.31    c21t.condor.cse.buffalo.edu c21t
192.168.0.32    c22t.condor.cse.buffalo.edu c22t
192.168.0.33    c23t.condor.cse.buffalo.edu c23t
192.168.0.34    c24t.condor.cse.buffalo.edu c24t
192.168.0.35    c25t.condor.cse.buffalo.edu c25t
192.168.0.36    c26t.condor.cse.buffalo.edu c26t
192.168.0.37    c27t.condor.cse.buffalo.edu c27t
192.168.0.38    c28t.condor.cse.buffalo.edu c28t
192.168.0.39    c29t.condor.cse.buffalo.edu c29t
192.168.0.40    c30t.condor.cse.buffalo.edu c30t
192.168.0.41    c31t.condor.cse.buffalo.edu c31t
192.168.0.42    c32t.condor.cse.buffalo.edu c32t
192.168.0.43    c33t.condor.cse.buffalo.edu c33t
192.168.0.44    c34t.condor.cse.buffalo.edu c34t
192.168.0.1     gretzky.condor.cse.buffalo.edu gretzky
::1             localhost6.localdomain6 localhost6
[bookmark: _Toc297064333]
/etc/sysconfig/network
NETWORKING=yes
NETWORKING_IPV6=no
HOSTNAME=head.condor.cse.buffalo.edu
GATEWAY=192.168.0.1
NISDOMAIN=MFLOCK
YPSERV_ARGS="-p 834"
YPXFRD_ARGS="-p 835"

[bookmark: _Toc297064334]/etc/ypserv.conf
dns: no
files: 30
slp: no
slp_timeout: 3600
xfr_check_port: yes
* : * : shadow.byname : port
* : * : passwd.adjunct.byname : port

[bookmark: _Toc297064335]/var/yp/nicknames
passwd          passwd.byname
group           group.byname
networks        networks.byaddr
hosts           hosts.byname
protocols       protocols.bynumber
services        services.byname
aliases         mail.aliases
ethers          ethers.byname



[bookmark: _Toc297064336]/etc/init.d/condor

. /etc/profile.d/condor.sh
MASTER=$CONDOR_ROOT/sbin/condor_master
PS="/bin/ps auwx"
case $1 in
'start')
    if [ -x $MASTER ]; then
        echo "Starting up Condor"
        $MASTER
    else
        echo "$MASTER is not executable.  Skipping Condor startup."
        exit 1
    fi
    ;;
'stop')
    pid=`$PS | grep condor_master | grep -v grep | awk '{print $2}'`
    if [ -n "$pid" ]; then
        # send SIGQUIT to the condor_master, which initiates its fast
        # shutdown method.  The master itself eventually start sending
        # SIGKILL to all its children if they're not gone after
        # SHUTDOWN_FAST_TIMEOUT seconds, as defined in the Condor
        # configuration file.
        echo "Shutting down Condor (fast-shutdown mode)"
        kill -QUIT $pid
    else
        echo "Condor not running"
    fi
    ;;
*)
    echo "Usage: condor {start|stop}"
    ;;
esac



[bookmark: _Toc297064337]Head Node Backup Script
#!/bin/sh
mkdir -p /backup/head/etc
mkdir -p /backup/head/init
mkdir -p /backup/head/profile
mkdir -p /backup/head/condor
mkdir -p /backup/head/var
cd /etc
rsync -vra aliases aliases.db dnsmasq.conf exports hosts.allow hosts.deny yp.conf nsswitch.conf ypserv.conf fstab group hosts resolv.conf php.ini localtime resolvglobal.conf motd yum.conf passwd shadow sudoers /backup/head/etc/
rsync -vra ssh mail smrsh sysconfig /backup/head/etc/
cd /etc/init.d
rsync -vra condor /backup/head/init/
cd /etc/profile.d
rsync -vra condor.sh /backup/head/profile/
cd /
rsync -vra network root /backup/head/
cd /opt/condor-7.4.2
rsync -vra etc local.head /backup/head/condor/
cd /var
rsync -vra log yp /backup/head/var/
cd /var/spool
rsync -vra cron /backup/head/var/
cd /usr/share/doc/ypserv-2.19/
rsync -vra securenets /backup/head/securenets

cd /backup
rsync -avz head pjm35@colosseum.cse.buffalo.edu:/projects/pjm35/ --chmod=Dugo+X


[bookmark: _Toc297064338]Appendix B - /opt/condor-7.4.2/etc/condor_config

CONDOR_HOST     = head.condor.cse.buffalo.edu
RELEASE_DIR             = /opt/condor-7.4.2
LOCAL_DIR               = $(RELEASE_DIR)/local.$(HOSTNAME)
LOCAL_CONFIG_FILE       = $(LOCAL_DIR)/condor_config.local
CONDOR_ADMIN            = root@localhost
MAIL                    = /bin/mail
SMTPSERVER              = head.condor.cse.buffalo.edu
UID_DOMAIN              = condor.cse.buffalo.edu
FILESYSTEM_DOMAIN       = $(FULL_HOSTNAME)
COLLECTOR_NAME          = Miller-Flock

FLOCK_FROM =
FLOCK_TO = head.condor.cse.buffalo.edu
FLOCK_NEGOTIATOR_HOSTS = $(FLOCK_TO)
FLOCK_COLLECTOR_HOSTS = $(FLOCK_TO)
ALLOW_ADMINISTRATOR = $(CONDOR_HOST)
ALLOW_OWNER = $(FULL_HOSTNAME), $(ALLOW_ADMINISTRATOR)
ALLOW_READ = *
ALLOW_NEGOTIATOR = $(CONDOR_HOST)
ALLOW_NEGOTIATOR_SCHEDD = $(CONDOR_HOST), $(FLOCK_NEGOTIATOR_HOSTS)

ALLOW_WRITE = *
HOSTALLOW_WRITE = *.condor.cse.buffalo.edu, 192.168.0.*

ALLOW_CONFIG = $(FULL_HOSTNAME), $(FLOCK_TO)

ALLOW_WRITE_COLLECTOR = $(ALLOW_WRITE), $(FLOCK_FROM)
ALLOW_WRITE_STARTD    = $(ALLOW_WRITE), $(FLOCK_FROM)
ALLOW_READ_COLLECTOR  = $(ALLOW_READ), $(FLOCK_FROM)
ALLOW_READ_STARTD     = $(ALLOW_READ), $(FLOCK_FROM)

ALLOW_DAEMON=$(FULL_HOSTNAME)

HOSTALLOW_CONFIG = $(ALLOW_ADMINISTRATOR)

LOCK            = $(LOG)

GLIDEIN_SERVER_URLS = \
  http://www.cs.wisc.edu/condor/glidein/binaries
ALL_DEBUG               =
MAX_COLLECTOR_LOG       = 1000000
COLLECTOR_DEBUG         =
MAX_KBDD_LOG            = 1000000
KBDD_DEBUG              =
MAX_NEGOTIATOR_LOG      = 1000000
NEGOTIATOR_DEBUG        = D_MATCH
MAX_NEGOTIATOR_MATCH_LOG = 1000000
MAX_SCHEDD_LOG          = 1000000
SCHEDD_DEBUG            = D_PID
MAX_SHADOW_LOG          = 1000000
SHADOW_DEBUG            =
MAX_STARTD_LOG          = 1000000
STARTD_DEBUG            =
MAX_STARTER_LOG         = 1000000
MAX_MASTER_LOG          = 1000000
MASTER_DEBUG            =
MAX_JOB_ROUTER_LOG      = 1000000
JOB_ROUTER_DEBUG        =
MAX_ROOSTER_LOG         = 1000000
ROOSTER_DEBUG           =
MAX_HDFS_LOG            = 1000000
HDFS_DEBUG              =
MAX_HAD_LOG             = 1000000
HAD_DEBUG               =
MAX_REPLICATION_LOG     = 1000000
REPLICATION_DEBUG       =
MAX_TRANSFERER_LOG      = 1000000
TRANSFERER_DEBUG        =

##  This section contains macros are here to help write legible
##  expressions:
MINUTE          = 60
HOUR            = (60 * $(MINUTE))
StateTimer      = (CurrentTime - EnteredCurrentState)
ActivityTimer   = (CurrentTime - EnteredCurrentActivity)
ActivationTimer = ifThenElse(JobStart =!= UNDEFINED, (CurrentTime - JobStart), 0)
LastCkpt        = (CurrentTime - LastPeriodicCheckpoint)

##  The JobUniverse attribute is just an int.  These macros can be
##  used to specify the universe in a human-readable way:
STANDARD        = 1
VANILLA         = 5
MPI             = 8
VM              = 13
IsMPI           = (TARGET.JobUniverse == $(MPI))
IsVanilla       = (TARGET.JobUniverse == $(VANILLA))
IsStandard      = (TARGET.JobUniverse == $(STANDARD))
IsVM            = (TARGET.JobUniverse == $(VM))

NonCondorLoadAvg        = (LoadAvg - CondorLoadAvg)
BackgroundLoad          = 0.3
HighLoad                = 0.5
StartIdleTime           = 15 * $(MINUTE)
ContinueIdleTime        =  5 * $(MINUTE)
MaxSuspendTime          = 10 * $(MINUTE)
MaxVacateTime           = 10 * $(MINUTE)

KeyboardBusy            = (KeyboardIdle < $(MINUTE))
ConsoleBusy             = (ConsoleIdle  < $(MINUTE))
CPUIdle                 = ($(NonCondorLoadAvg) <= $(BackgroundLoad))
CPUBusy                 = ($(NonCondorLoadAvg) >= $(HighLoad))
KeyboardNotBusy         = ($(KeyboardBusy) == False)

BigJob          = (TARGET.ImageSize >= (50 * 1024))
MediumJob       = (TARGET.ImageSize >= (15 * 1024) && TARGET.ImageSize < (50 * 1024))
SmallJob        = (TARGET.ImageSize <  (15 * 1024))

JustCPU                 = ($(CPUBusy) && ($(KeyboardBusy) == False))
MachineBusy             = ($(CPUBusy) || $(KeyboardBusy))

UWCS_WANT_SUSPEND  = ( $(SmallJob) || $(KeyboardNotBusy) || $(IsVanilla) ) && \
                     ( $(SUSPEND) )
UWCS_WANT_VACATE   = ( $(ActivationTimer) > 10 * $(MINUTE) || $(IsVanilla) )
UWCS_START      = ( (KeyboardIdle > $(StartIdleTime)) \
                    && ( $(CPUIdle) || \
                         (State != "Unclaimed" && State != "Owner")) )
UWCS_SUSPEND = ( $(KeyboardBusy) || \
                 ( (CpuBusyTime > 2 * $(MINUTE)) \
                   && $(ActivationTimer) > 90 ) )
UWCS_CONTINUE = ( $(CPUIdle) && ($(ActivityTimer) > 10) \
                  && (KeyboardIdle > $(ContinueIdleTime)) )
UWCS_PREEMPT = ( ((Activity == "Suspended") && \
                  ($(ActivityTimer) > $(MaxSuspendTime))) \
                 || (SUSPEND && (WANT_SUSPEND == False)) )
UWCS_MaxJobRetirementTime = 0
UWCS_KILL = $(ActivityTimer) > $(MaxVacateTime)
UWCS_PERIODIC_CHECKPOINT        = $(LastCkpt) > (3 * $(HOUR) + \
                                  $RANDOM_INTEGER(-30,30,1) * $(MINUTE) )
UWCS_NEGOTIATOR_PRE_JOB_RANK = RemoteOwner =?= UNDEFINED
UWCS_NEGOTIATOR_POST_JOB_RANK = \
 (RemoteOwner =?= UNDEFINED) * (KFlops - SlotID - 1.0e10*(Offline=?=True))
UWCS_PREEMPTION_REQUIREMENTS = ( $(StateTimer) > (1 * $(HOUR)) && \
        RemoteUserPrio > SubmitterUserPrio * 1.2 ) || (MY.NiceUser == True)
UWCS_PREEMPTION_RANK = (RemoteUserPrio * 1000000) - TARGET.ImageSize

WANT_SUSPEND            = $(UWCS_WANT_SUSPEND)
WANT_VACATE             = $(UWCS_WANT_VACATE)
START                   = $(UWCS_START)
SUSPEND                 = $(UWCS_SUSPEND)
CONTINUE                = $(UWCS_CONTINUE)
PREEMPT                 = $(UWCS_PREEMPT)
KILL                    = $(UWCS_KILL)
PERIODIC_CHECKPOINT     = $(UWCS_PERIODIC_CHECKPOINT)
PREEMPTION_REQUIREMENTS = $(UWCS_PREEMPTION_REQUIREMENTS)
PREEMPTION_RANK         = $(UWCS_PREEMPTION_RANK)
NEGOTIATOR_PRE_JOB_RANK = $(UWCS_NEGOTIATOR_PRE_JOB_RANK)
NEGOTIATOR_POST_JOB_RANK = $(UWCS_NEGOTIATOR_POST_JOB_RANK)
MaxJobRetirementTime    = $(UWCS_MaxJobRetirementTime)
CLAIM_WORKLIFE          = $(UWCS_CLAIM_WORKLIFE)

##  Pathnames
LOG             = $(LOCAL_DIR)/log
SPOOL           = $(LOCAL_DIR)/spool
EXECUTE         = $(LOCAL_DIR)/execute
BIN             = $(RELEASE_DIR)/bin
LIB             = $(RELEASE_DIR)/lib
INCLUDE         = $(RELEASE_DIR)/include
SBIN            = $(RELEASE_DIR)/sbin
LIBEXEC         = $(RELEASE_DIR)/libexec
HISTORY         = $(SPOOL)/history
COLLECTOR_LOG   = $(LOG)/CollectorLog
KBDD_LOG        = $(LOG)/KbdLog
MASTER_LOG      = $(LOG)/MasterLog
NEGOTIATOR_LOG  = $(LOG)/NegotiatorLog
NEGOTIATOR_MATCH_LOG = $(LOG)/MatchLog
SCHEDD_LOG      = $(LOG)/SchedLog
SHADOW_LOG      = $(LOG)/ShadowLog
STARTD_LOG      = $(LOG)/StartLog
STARTER_LOG     = $(LOG)/StarterLog
JOB_ROUTER_LOG  = $(LOG)/JobRouterLog
ROOSTER_LOG     = $(LOG)/RoosterLog
HAD_LOG         = $(LOG)/HADLog
REPLICATION_LOG = $(LOG)/ReplicationLog
TRANSFERER_LOG  = $(LOG)/TransfererLog
HDFS_LOG        = $(LOG)/HDFSLog
SHADOW_LOCK     = $(LOCK)/ShadowLock
COLLECTOR_HOST  = $(CONDOR_HOST)
RESERVED_DISK           = 5

DAEMON_LIST                     = MASTER, STARTD, SCHEDD

MASTER                          = $(SBIN)/condor_master
STARTD                          = $(SBIN)/condor_startd
SCHEDD                          = $(SBIN)/condor_schedd
KBDD                            = $(SBIN)/condor_kbdd
NEGOTIATOR                      = $(SBIN)/condor_negotiator
COLLECTOR                       = $(SBIN)/condor_collector
STARTER_LOCAL                   = $(SBIN)/condor_starter
JOB_ROUTER                      = $(LIBEXEC)/condor_job_router
ROOSTER                         = $(LIBEXEC)/condor_rooster
HDFS                            = $(LIBEXEC)/condor_hdfs

MASTER_ADDRESS_FILE = $(LOG)/.master_address
PREEN                           = $(SBIN)/condor_preen
PREEN_ARGS                      = -m -r
STARTER_LIST = STARTER, STARTER_STANDARD
STARTER                 = $(SBIN)/condor_starter
STARTER_STANDARD        = $(SBIN)/condor_starter.std
STARTER_LOCAL           = $(SBIN)/condor_starter
STARTD_ADDRESS_FILE     = $(LOG)/.startd_address
BenchmarkTimer = (CurrentTime - LastBenchmark)
RunBenchmarks : (LastBenchmark == 0 ) || ($(BenchmarkTimer) >= (4 * $(HOUR)))
RunBenchmarks : False
CONSOLE_DEVICES = mouse, console
COLLECTOR_HOST_STRING = "$(COLLECTOR_HOST)"
STARTD_ATTRS = COLLECTOR_HOST_STRING
STARTD_JOB_EXPRS = ImageSize, ExecutableSize, JobUniverse, NiceUser
CKPT_PROBE = $(LIBEXEC)/condor_ckpt_probe
SHADOW_LIST = SHADOW, SHADOW_STANDARD
SHADOW                  = $(SBIN)/condor_shadow
SHADOW_STANDARD         = $(SBIN)/condor_shadow.std
SCHEDD_ADDRESS_FILE     = $(SPOOL)/.schedd_address
SCHEDD_DAEMON_AD_FILE = $(SPOOL)/.schedd_classad
QUEUE_SUPER_USERS       = root, condor
PROCD = $(SBIN)/condor_procd
PROCD_ADDRESS = $(LOCK)/procd_pipe
PROCD_MAX_SNAPSHOT_INTERVAL = 60
WINDOWS_SOFTKILL = $(SBIN)/condor_softkill
VALID_SPOOL_FILES       = job_queue.log, job_queue.log.tmp, history, \
                          Accountant.log, Accountantnew.log, \
                          local_univ_execute, .quillwritepassword, \
                                                  .pgpass, \
                          .schedd_address, .schedd_classad
INVALID_LOG_FILES       = core
JAVA = /usr/bin/java
JAVA_MAXHEAP_ARGUMENT = -Xmx
JAVA_CLASSPATH_DEFAULT = $(LIB) $(LIB)/scimark2lib.jar .
JAVA_CLASSPATH_ARGUMENT = -classpath
JAVA_CLASSPATH_SEPARATOR = :
JAVA_BENCHMARK_TIME = 2
JAVA_EXTRA_ARGUMENTS =

LeaseManager                    = $(SBIN)/condor_lease_manager
LeaseManger_ADDRESS_FILE        = $(LOG)/.lease_manager_address
LeaseManager_LOG                = $(LOG)/LeaseManagerLog
LeaseManager_DEBUG              = D_FULLDEBUG
MAX_LeaseManager_LOG            = 1000000
LeaseManager.GETADS_INTERVAL    = 60
LeaseManager.UPDATE_INTERVAL    = 300
LeaseManager.PRUNE_INTERVAL     = 60
LeaseManager.DEBUG_ADS          = False
LeaseManager.CLASSAD_LOG        = $(SPOOL)/LeaseManagerState
#end condor_config file



[bookmark: _Toc297064339]Appendix C 
[bookmark: _Toc297064340]/opt/condor-7.4.2/local.head/condor_config.local
## for testing purposes only, make jobs run regardless of idle state
## START = false
## SUSPEND = true
## PREEMPT = true
## CONTINUE = false
## KILL = true
CONDOR_DEVELOPERS = NONE
DAEMON_LIST = MASTER, COLLECTOR, NEGOTIATOR, STARTD, SCHEDD
KEEP_POOL_HISTORY = True
POOL_HISTORY_DIR = $(LOCAL_DIR)/ViewHist
COLLECTOR_QUERY_WORKERS = 2
SEC_PASSWORD_FILE = $(LOCAL_DIR)/pool_password
##SEC_WRITE_AUTHENTICATION_METHODS = PASSWORD, NTSSPI
##SEC_DAEMON_AUTHENTICATION_METHODS = PASSWORD, NTSSPI
##SEC_DEFAULT_AUTHENTICATION_METHODS = PASSWORD, NTSSPI
##SEC_NEGOTIATOR_AUTHENTICATION_METHODS = PASSWORD, NTSSPI
##SEC_SCHEDD_AUTHENTICATION_METHODS = PASSWORD, NTSSPI, NONE
##SEC_CLIENT_AUTHENTICATION_METHODS = PASSWORD, NTSSPI
##SEC_CONFIG_NEGOTIATION = REQUIRED
##SEC_CONFIG_AUTHENTICATION = REQUIRED
##SEC_CONFIG_ENCRYPTION = REQUIRED
##SEC_CONFIG_INTEGRITY = REQUIRED

[bookmark: _Toc297064341]/opt/condor-7.4.2/local.c01t/condor_config.local
## for testing only, make jobs run regardless of idle state
## START = true
## SUSPEND = false
## PREEMPT = false
## CONTINUE = true
## KILL = false
##  Disable emailing, since the firewall won't allow for non
##  Buffalo.edu domains for email
CONDOR_DEVELOPERS = NONE
DAEMON_LIST = MASTER, STARTD, SCHEDD
KEEP_POOL_HISTORY = True
POOL_HISTORY_DIR = $(LOCAL_DIR)/ViewHist
COLLECTOR_QUERY_WORKERS = 2
SEC_PASSWORD_FILE = $(LOCAL_DIR)/pool_password


[bookmark: _Toc297064342]Appendix D: The Sequential Code
#include <iostream>
#include <stdlib.h>
#include <time.h>
#include "string.h"
#include <map>
#include <vector>
#include <math.h>
#include <sys/time.h>
const int NUM_OF_RECTANGLES = 340000;
const int MAX_RECTANGLE_SIDE = 50;
using namespace std;
class Rectangle{
        friend bool rectcmpwobj(const Rectangle& a, const Rectangle& b);
        friend bool rectcmphobj(const Rectangle& a, const Rectangle& b);
        public:
                Rectangle(){
                        _width = 0;
                        _height = 0;
                        _flipped = 0;
                };
                void setWidth(int i){
                        _width = i;
                };
                void setHeight(int i){
                        _height = i;
                };
                void printRect(){
                        if (_flipped == 0){
                                cout << "Rectangle #" << _mynum << " is: [" << _width << ", " << _height << "] ";
                                cout << "Bin #" << _binnum << " NOT rotated" << endl;
                        }else{
                                 cout << "Rectangle #" << _mynum << " is: [" << _height << ", " << _width << "] ";
                                cout << "Bin #" << _binnum << " Rotate 90 degrees" << endl;
                        }
                }
                int getWidth(){
                        return _width;
                }
                int getHeight(){
                        return _height;
                }
                void setNum(int num){
                        _mynum = num;
                }
                int getNum(){
                        return _mynum;
                }
                int getBinNumber(){
                        return _binnum;
                }
                void setBinNumber(int i){
                        _binnum = i;
                }
                void setRotated(){
                        _flipped=1;
                }
                int getRotated(){
                        return _flipped;
                }
        private:
                int _binnum;
                int _flipped;
                int _width;
                int _height;
                int _mynum;
};
bool rectcmpwobj(const Rectangle& a, const Rectangle& b){
        return a._width < b._width;
}
bool rectcmphobj(const Rectangle& a, const Rectangle& b){
        return a._height < b._height;
}
/*
     Subtract the `struct timeval' values X and Y, storing the result in RESULT.
     Return 1 if the difference is negative, otherwise 0.
     Timing Code From:
     http://www.cs.ui.ac.id/WebKuliah/IKI10100/resources/contest/OnlineJudge/gnudoc/libc/High-Resolution_Calendar.html
*/
int timeval_subtract (struct timeval *result, struct timeval *x, struct timeval *y){
          /* Perform the carry for the later subtraction by updating y. */
          if (x->tv_usec < y->tv_usec) {
            int nsec = (y->tv_usec - x->tv_usec) / 1000000 + 1;
            y->tv_usec -= 1000000 * nsec;
            y->tv_sec += nsec;
          }
          if (x->tv_usec - y->tv_usec > 1000000) {
            int nsec = (y->tv_usec - x->tv_usec) / 1000000;
            y->tv_usec += 1000000 * nsec;
            y->tv_sec -= nsec;
          }
          /* Compute the time remaining to wait.
             tv_usec  is certainly positive. */
          result->tv_sec = x->tv_sec - y->tv_sec;
          result->tv_usec = x->tv_usec - y->tv_usec;
          /* Return 1 if result is negative. */
          return x->tv_sec < y->tv_sec;
}
int main ()
{
struct timeval elapsedtime, starttime, endtime;
gettimeofday(&starttime,NULL);
        //initialize random seed: this is usually done by seeding the current time
        srand ( time(NULL) );
        //define the rectangles and their sides, use an array since its a fast data structure THETA(n)
        Rectangle r[NUM_OF_RECTANGLES];
        for(int i=0; i<NUM_OF_RECTANGLES; i++){
                //get random number between 1 and defined max size
                int hgh = rand() % MAX_RECTANGLE_SIDE + 1;
                int wgh = rand() % MAX_RECTANGLE_SIDE + 1;

                r[i].setWidth(wgh);
                r[i].setHeight(hgh);
                r[i].setNum(i);
        }
/*

        r[0].setWidth(3);
        r[0].setHeight(2);
        r[0].setNum(0);
        r[1].setWidth(4);
        r[1].setHeight(9);
        r[1].setNum(1);
        r[2].setWidth(7);
        r[2].setHeight(5);
        r[2].setNum(2);
        r[3].setWidth(8);
        r[3].setHeight(3);
        r[3].setNum(3);
*/

//for efficiency, first fit is going to be used
        //http://www.velocityreviews.com/forums/t283790-how-to-sort-an-array-of-objects.html
        //sort the rectangles by width using the c++ quicksort each O(n log n)
        //sort(r, r+NUM_OF_RECTANGLES, rectcmpwobj);
        //this associates a bin to its current capacity  GOES Bin # WIDTH HEIGHT
        map<int, pair<int,int> > bins;
      
        //initialize the first bin
        bins.insert(pair<int,pair<int, int> >(1,pair<int,int>(0,0)));
        //printf("%i\n", bins.size());
        //this for loop has O(n*m*log(m)) runtime
        int binsize = 1;
        for(int i=0; i<NUM_OF_RECTANGLES; i++){
                int rectplaced = 0;
                //minimum height ordering
                int lb = min(r[i].getWidth(), r[i].getHeight());//will serve as height
                int ub = max(r[i].getWidth(), r[i].getHeight());//will serve as width
                //keep trying to place the rectangle
                for(int j=1; (j <= binsize && rectplaced == 0) ; j++){
                        //place into bin as is, find first available bin location
                        //find available room of the current bin since bin height is fixed
                        //totalroom will get the height room, we will place
                        //the shortest side as the height, width varies
                        int totalroom = MAX_RECTANGLE_SIDE;
                        if (bins.find(j)->second.second != 0){
                                totalroom = bins.find(j)->second.second;
                        }
                        //maxwidth is the width of this bin for a later calculation of area
                        int maxwidth = bins.find(j)->second.first;
                        //determine if we should flip the rectangle
                        if (r[i].getWidth() < r[i].getHeight()){
                                r[i].setRotated();
                        }
                        if(totalroom >= lb){
                                //put the rectangle here
                                rectplaced = 1;

                                //update the bin with the latest space
                                map<int, pair<int,int> >::iterator bin = bins.find(j);
                                bin->second.first = max(ub, maxwidth);
                                bin->second.second = totalroom-lb;

                                //let the rectangle know which bin it belongs to
                                r[i].setBinNumber(j);
                        }
                }
                //give the rectangle a new bin if it didn't fit
                if (rectplaced == 0){
                        //make a new bin and place it there
                        binsize++;
                        bins.insert(pair<int, pair<int, int> >(binsize, pair<int, int>(MAX_RECTANGLE_SIDE-lb, ub)));
                        r[i].setBinNumber(binsize);
                }
        }
        for (int i=0; i<NUM_OF_RECTANGLES; i++){
                r[i].printRect();
        }
        int totalheight = MAX_RECTANGLE_SIDE;
        int totalwidth = 0;
        for(int i=1; i<binsize+1; i++){
                int bw = bins.find(i)->second.first;
                totalwidth = totalwidth + bw;
                printf("bin #%i dimensions: W:%i  H:%i\n", i, bw, totalheight);
        }
        printf("Total Bins: %i\n", binsize);
        printf("Totals: W:%i H:%i\n", totalwidth, totalheight);
        int totals = totalwidth * totalheight;
        printf("Total area (W*H) = %i\n", totals);

	gettimeofday(&endtime,NULL);
        timeval_subtract(&elapsedtime,&endtime,&starttime);
  
printf( "%d.%d seconds used by the processor.\n", (int)elapsedtime.tv_sec,(int)elapsedtime.tv_usec);

  return 0;
}


[bookmark: _Toc297064343]Appendix E: The file creator program
#include <iostream>
#include <stdlib.h>
#include <time.h>
#include "string.h"
#include <fstream>
#include<sys/stat.h>
#include<sys/types.h>
using namespace std;
int main (int argc, char *argv[])
{
/**
I believe that we should have knowledge about how many machines we want to run
the algorithm and how many boxes we already have to fit.  This code
simply generates a random number of boxes into data files
so that the parallel code has something to go for
*/
        if( argc != 4 ){
                printf("Usage: ./filecreator RECTANGLE_COUNT_PER_FILE MAX_RECTANGLE_SIZE FILECOUNT\n");
                exit(-1);
        }
        printf("Preparing the data using randomized data based on your inputs\n");
        int NUM_OF_RECTANGLES = atoi(argv[1]);
        int MAX_RECTANGLE_SIDE = atoi(argv[2]);
        int FILECOUNT = atoi(argv[3]);
        //initialize random seed: this is usually done by seeding the current time
        srand ( time(NULL) );
        //http://www.cplusplus.com/doc/tutorial/files/
        ofstream myfile;
        //all the data will appear in rdata from the current running directory
        mkdir("rdata", 0700);
        for(int j=1; j<=FILECOUNT; j++){
                char filea[512];
                sprintf(filea, "rdata/%i", j);
                myfile.open (filea, ofstream::trunc);
                myfile << NUM_OF_RECTANGLES << endl;
                myfile << MAX_RECTANGLE_SIDE << endl;
                for(int i=0; i<NUM_OF_RECTANGLES; i++){
                        //get random number between 1 and defined max size
                        int hgh = rand() % MAX_RECTANGLE_SIDE + 1;
                        int wgh = rand() % MAX_RECTANGLE_SIDE + 1;
                        //space deliminated
                        myfile << i << " " << wgh << " " << hgh << endl;
                }
                myfile.close();
        }
  return 0;
}
[bookmark: _Toc297064344]Appendix F: The Parallel Algorithm
#include <iostream>
#include <fstream>
#include <stdlib.h>
#include <time.h>
#include "string.h"
#include <map>
#include <sstream>
#include <vector>
#include <math.h>
#include <sys/time.h>

using namespace std;

class Rectangle{
        friend bool rectcmpwobj(const Rectangle& a, const Rectangle& b);
        friend bool rectcmphobj(const Rectangle& a, const Rectangle& b);
        public:
                Rectangle(){
                        _width = 0;
                        _height = 0;
                        _flipped = 0;
                        _binnum = -1;
                };
                void setWidth(int i){
                        _width = i;
                };
                void setHeight(int i){
                        _height = i;
                };
                void printRect(){
                        if (_flipped == 0){
                                cout << "Rectangle #" << _mynum << " is: [" << _width << ", " << _height << "] ";
                                cout << "Bin #" << _binnum << " NOT rotated" << endl;
                        }else{
                                 cout << "Rectangle #" << _mynum << " is: [" << _height << ", " << _width << "] ";
                                cout << "Bin #" << _binnum << " Rotate 90 degrees" << endl;
                        }
                }
                int getWidth(){
                        return _width;
                }
                int getHeight(){
                        return _height;
                }
                void setNum(int num){
                        _mynum = num;
                }
                int getNum(){
                        return _mynum;
                }
                int getBinNumber(){
                        return _binnum;
                }
                void setBinNumber(int i){
                        _binnum = i;
                }
                void setRotated(){
                        _flipped=1;
                }
                int getRotated(){
                        return _flipped;
                }
        private:
                int _binnum;
                int _flipped;
                int _width;
                int _height;
                int _mynum;
};

bool rectcmpwobj(const Rectangle& a, const Rectangle& b){
        return a._width < b._width;
}

bool rectcmphobj(const Rectangle& a, const Rectangle& b){
        return a._height < b._height;
}

/*
     Subtract the `struct timeval' values X and Y, storing the result in RESULT.
     Return 1 if the difference is negative, otherwise 0.
     Timing Code From:
     http://www.cs.ui.ac.id/WebKuliah/IKI10100/resources/contest/OnlineJudge/gnudoc/libc/High-Resolution_Calendar.html
*/

int timeval_subtract (struct timeval *result, struct timeval *x, struct timeval *y){
          /* Perform the carry for the later subtraction by updating y. */
          if (x->tv_usec < y->tv_usec) {
            int nsec = (y->tv_usec - x->tv_usec) / 1000000 + 1;
            y->tv_usec -= 1000000 * nsec;
            y->tv_sec += nsec;
          }
          if (x->tv_usec - y->tv_usec > 1000000) {
            int nsec = (y->tv_usec - x->tv_usec) / 1000000;
            y->tv_usec += 1000000 * nsec;
            y->tv_sec -= nsec;
          }
          /* Compute the time remaining to wait.
             tv_usec  is certainly positive. */
          result->tv_sec = x->tv_sec - y->tv_sec;
          result->tv_usec = x->tv_usec - y->tv_usec;
          /* Return 1 if result is negative. */
          return x->tv_sec < y->tv_sec;
}

int main (int argc, char *argv[])
{

        if( argc != 2 ){
                printf("Usage: ./pack file_number\n");
                exit(-1);
        }

        struct timeval elapsedtime, starttime, endtime;
        gettimeofday(&starttime,NULL);

        //from http://www.cplusplus.com/doc/tutorial/files/
        string line;
        int MAX_RECTANGLE_SIDE;
        int NUM_OF_RECTANGLES;

        char readfile[512];
        sprintf(readfile, "rdata/%s", argv[1]);

        ifstream myfile(readfile);
        if (myfile.is_open()){
                //first line will be the number of rectangles per file
                getline (myfile,line);
                stringstream ss(line);
                ss >> NUM_OF_RECTANGLES;

                //2nd line will be the max size of a rectangle
                getline (myfile,line);
                stringstream ssb(line);
                ssb >> MAX_RECTANGLE_SIDE;

        }else{
                cout << "Unable to open file";
                exit(-1);
        }
        //define the rectangles and their sides, use an array since its a fast data structure THETA(n)
        Rectangle r[NUM_OF_RECTANGLES];
        if (myfile.is_open()){
                //read the rest of the file
                int i=0;
                while ( myfile.good() ){
                        getline (myfile,line);
                        //tokenize string on ,
                        int buf;
                        stringstream ssc(line);
                        ssc >> buf;
                        r[i].setNum(i);
                        ssc >> buf;
                        r[i].setWidth(buf);
                        ssc >> buf;
                        r[i].setHeight(buf);
                        i++;
                }
                myfile.close();
        }else{
                cout << "Unable to open file";
                exit(-1);
        }
        //this associates a bin to its current capacity  GOES Bin # WIDTH HEIGHT
        map<int, pair<int,int> > bins;
        //initialize the first bin
        bins.insert(pair<int,pair<int, int> >(1,pair<int,int>(0,0)));

        int binsize = 1;
        for(int i=0; i<NUM_OF_RECTANGLES; i++){
                int rectplaced = 0;
                //minimum height ordering
                int lb = min(r[i].getWidth(), r[i].getHeight());//will serve as height
                int ub = max(r[i].getWidth(), r[i].getHeight());//will serve as width

                //keep trying to place the rectangle
                for(int j=1; (j <= binsize && rectplaced == 0) ; j++){
                        //place into bin as is, find first available bin location

                        //find available room of the current bin since bin height is fixed
                        //totalroom will get the height room, we will place
                        //the shortest side as the height, width varies
                        int totalroom = MAX_RECTANGLE_SIDE;
                        if (bins.find(j)->second.second != 0){
                                totalroom = bins.find(j)->second.second;
                        }
                        //maxwidth is the width of this bin for a later calculation of area
                        int maxwidth = bins.find(j)->second.first;

                        //determine if we should flip the rectangle
                        if (r[i].getWidth() < r[i].getHeight()){
                                r[i].setRotated();
                        }

                        if(totalroom >= lb){
                                //put the rectangle here
                                rectplaced = 1;

                                //update the bin with the latest space
                                map<int, pair<int,int> >::iterator bin = bins.find(j);
                                bin->second.first = max(ub, maxwidth);
                                bin->second.second = totalroom-lb;

                                //let the rectangle know which bin it belongs to
                                r[i].setBinNumber(j);
                        }
                }
                //give the rectangle a new bin if it didn't fit
                if (rectplaced == 0){
                        //make a new bin and place it there
                        binsize++;
                        bins.insert(pair<int, pair<int, int> >(binsize, pair<int, int>(MAX_RECTANGLE_SIDE-lb, ub)));
                        r[i].setBinNumber(binsize);
                }
        }

        //we now know the bins of each rectangle

        for (int i=0; i<NUM_OF_RECTANGLES; i++){
                r[i].printRect();
        }

        int totalheight = MAX_RECTANGLE_SIDE;
        int totalwidth = 0;
        for(int i=1; i<binsize+1; i++){
                int bw = bins.find(i)->second.first;
                totalwidth = totalwidth + bw;
                printf("bin #%i dimensions: W:%i  H:%i\n", i, bw, totalheight);
        }
	 printf("Total Bins: %i\n", binsize);
        printf("Totals: W:%i H:%i\n", totalwidth, totalheight);
        int totals = totalwidth * totalheight;
        printf("Total area (W*H) = %i\n", totals);

gettimeofday(&endtime,NULL);
        timeval_subtract(&elapsedtime,&endtime,&starttime);
printf( "%d.%d seconds used by the processor.\n", (int)elapsedtime.tv_sec,(int)elapsedtime.tv_usec);


  return 0;
}


[bookmark: _Toc297064345]Appendix G: The PHP Prototype Script
#!/usr/bin/php -q
<?php
//before starting, specify the max rectangle size and how many rectangles
$numofrect = 10000;
$rectsize = 50;
$file=fopen("pack.out","r") or die ("can't open pack.out input file");
$i = $numofrect;
$j = 1;
system("rm -Rf rdata");
mkdir("rdata", 0700);
while(!feof($file))
{       if ($i == 10000){
                $i=0;
                if($j != 1){
                        fclose($out);
                }
                $out = fopen("rdata/".$j, "w") or die ("can't open output file");
                $j++;
                fwrite($out, $numofrect."\n");
                fwrite($out, $rectsize."\n");
        }
        $text = fgets($file);
        if( preg_match( '!\[([^\)]+)\]!', $text, $match ) )
            $text = $match[1];
        if ($text == ""){
                fclose($out);
                $j--;
                unlink("rdata/".$j);
                break;
        }
        $text = str_replace(",", "", $text);
        fwrite($out, $i." ".$text."\n");
        $i++;
}
fclose($file);
        system("rm -Rf submit");
        system("mkdir -p submit");
        system("mv rdata submit/rdata/");
        system("condor_compile g++ pack.cpp -o pack");
        system("cp pack submit/");
        system("chmod -R 755 submit");
        for($k=1; $k<=$j-1; $k++){
                $out = fopen("submit/pack".$k.".sub", "w") or die ("can't open pack.sub");
                fwrite($out, "Universe = standard\n");
                fwrite($out, "Executable = pack\n");
                fwrite($out, "Output = pack".$k.".out\n");
	         fwrite($out, "Log = pack".$k.".log\n");
                fwrite($out, "arguments = ".$k."\n");
                fwrite($out, "Requirements = ( Memory > 0 && TotalMemory >= (512) )\n");
                fwrite($out, "Notification = Never\n");
                fwrite($out, "queue\n");
                fclose($out);
        }?>
[bookmark: _Toc297064346]Appendix H: The data tabulation program (for the parallel algorithm)
#include <stdlib.h>
#include<stdio.h>
#include <time.h>
#include<sys/stat.h>
#include<sys/types.h>
#include<string.h>
#include<float.h>
int main (int argc, char *argv[])
{
int finalbins=0;
int finalheight=0;
long long int finalwidth=0;
long long int finalarea=0;
float finalseconds = 0;
//for data tabulation, we assume that the data has been ran and is
//present in the submit directory in several pack%i.out files
//within the last several lines

int k;
for(k=1; k<35; k++)
{
        char readfile[512];
        sprintf(readfile, "submit/pack%d.out", k);

        FILE *fp;
        fp = fopen(readfile, "r");

        if (fp != NULL){

                char line[1024];
                int bintotal, w, h, totalarea;
                float seconds;


                while ( fgets(line, sizeof line, fp) != NULL ){

                        char *pointer;
                        pointer = strstr(line, "Total");
                        if(pointer != NULL){
                                sscanf(line, "Total Bins: %d\n", &bintotal);

                                fgets(line, sizeof line, fp);
                                sscanf(line, "Totals: W:%d H:%d\n", &w, &h);

                                fgets(line, sizeof line, fp);
                                sscanf(line, "Total area (W*H) = %d", &totalarea);

                                fgets(line, sizeof line, fp);
                                sscanf(line, "%f seconds used by the processor.\n", &seconds);

                                //printf("File:%d, W:%d H:%d TBin:%d TArea:%d Sec:%f \n", k, w, h, bintotal, totalarea, seconds);
                                finalbins = bintotal+finalbins;
                                finalheight = h;
                                finalwidth = w + finalwidth;
                                if (finalseconds < seconds){
                                        finalseconds = seconds;
                                }


                                break;//break the loop
                        }

                }



        }else{
                printf("Unable to open file");
                exit(-1);
        }
        fclose(fp);

}//end k

finalarea = finalheight*finalwidth;
printf("Result W:%lld H:%d Bins:%d Area:%lld Time:%f \n", finalwidth, finalheight, finalbins, finalarea, finalseconds);
return 0;
}

Total Bins	Sequential	Parallel	37942	42118	Total Area	Sequential	Parallel	85049600	93417800	Actual Runtime (in seconds)	Sequential	Parallel	5399.4447289999998	6.6656279999999937	oleObject1.bin
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